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Operationsanalys. Termen är välbekant för de som dagligen 
arbetar med OA-metoder, men för många som arbetar inom 
viktiga tillämpningsområden, t.ex. transporter, logistik, tillverk-
ning och processindustri, så är framför allt termen mindre 
känd. Dock används OA-metoder dagligen även där, utan att 
man för den skull känner dem som operationsanalys. Utarm-
ningen av termen ”operationsanalys” är en av de större utma-
ningarna vi står inför, vilket är varför spridandet av kunskap 
om OA och dess metoder är så viktigt. Man ska dock inte glömma att faktumet att 
”våra” metoder används i så stor utsträckning idag är ett riktigt erkännande, och nog 
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Under 2015 kommer vi arrangera nästa svenska konferens inom operationsanalys, 
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Markus Bohlin, 
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Introduction

Cooperation among companies is widely 
practiced today in different logistic indu-
stries, such as airline, sea shipping and 
truck transportation. The information 
sharing capabilities as a result of advan-
ces of information technology have 
further boosted the growth of coopera-
tion. Through strategic cooperation 
with external partners, companies can 
access to both the tangible (physical 
assets) and intangible (skills, capabili-

ties, knowledge and technology) com-
plementary resources of their partners, 
and are able to achieve reduced cost, 
improved customer service, increased 
market penetration, etc., which are not 
obtainable by individual companies 
alone. In this article, we first present a 
brief overview of the horizontal coopera-
tion in logistics, a form of cooperation 
that has recently gained more and more 
attention, by focusing on the operational 
challenges and industry status. Then we 
provide a case study of a real-life ship-
ping pool in Denmark. In the end, we 
conclude the article with a summary.

Horizontal cooperation

Cooperation can be classified into three 
types in terms of its structure: vertical, 
horizontal and lateral. Vertical coop-
eration takes place between the par-
ties at different levels of supply chain 
and is also referred to as supply chain 
management. Horizontal cooperation is 
defined by the European Union (2001) 
as “concerted practices between compa-
nies operating at the same level(s) in the 
market”. Lateral cooperation is a com-
bination of vertical and horizontal coop-
eration, aiming to gain more flexibility by 
combining and sharing capabilities in 
both vertical and horizontal manners. An 
illustration of these cooperation types is 
presented in Figure 1:

The overall motivation of horizontal 
cooperation is to achieve “relational 
rents”, defined by Dyer and Singh (1998) 
as "a supernormal profit jointly generated 
in an exchange relationship that cannot 
be generated by either firm in isolation 
and can only be created through the joint 
idiosyncratic contributions of the specific 
alliance partners". The benefits of hori-
zontal cooperation are difficult to enume-
rate due to various aspects associated 
with business, technology, etc. Financial 
benefits can generally be measured by 
of cost reduction and productivity, custo-
mer services and market place. Other 
benefits include organizational learning, 
freedom to leave and flexibility, public 
image enhancement, etc.

Horizontal cooperation in logistics: 
Status and a case study

By Min Wen

Figure 1: the scope of cooperation (Barratt (2004)).
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Operational challenges of 
horizontal cooperation in 
logistics

Although collaboration benefits are 
appealing, realizing the full potential is 
challenging. Apart from challenges in 
partnership establishment, regulations 
and management, the major operational 
challenges of horizontal cooperation are 
cost minimization (or benefit maximi-
zation) approaches and fair allocation 
methods (or mechanism design). In hori-
zontal cooperation of logistics, the opti-
mization problem for the decision maker 
with complete information is usually 
very complex. The approaches to this 
problem are mainly from the traditional 
operational research. The allocation of 
joint costs/profits among players is very 
challenging because the solution has to 
be fair and attractive for each player in 
order to stabilize the cooperation. The 
design of implementable and simple yet 
effective mechanism is crucial to drive 
the selfish players to obtain desirable 

solutions. Game theory has been widely 
used to pursue allocation solutions.

According to modern game theory initi-
ated in the early 1940s, the games can 
be categorized into cooperative games 
and non-cooperative games. In coopera-
tive games, the players are able to form 
binding commitments to choose a joint 
strategy in the mutual interest of those 
who agree, whereas in non-cooperative 
games, the players are not allowed to 
work together. In horizontal cooperation 
in logistics, a non-cooperative game 
describes the situation where the logi-
stic companies operating at the same 
level treat each other as competitors 
and choose their own strategies. The 
non-cooperative game theory is typically 
used to analyze the competitive effects. 
The cooperative game theory is usually 
used to analyze the formation of coop-
eration in aligning the strategies, and to 
maximize overall benefits of all partners. 
An allocation is said to be in the “core” 
of the game if the sum payoffs over all 
the players equals the maximum attaina-

ble benefit and no subset of players can 
cooperate to achieve better payoffs. The 
core solution is widely considered as a 
fair allocation because it has two desi-
rable properties: budget balance and 
stability. However, the core of a game 
may be empty. Even when core exists, 
there might be multiple core allocations. 
Therefore, in practice application related 
properties are often imposed to achieve 
an approximation of the core allocation 
method with desired properties. 

In the studies of horizontal coopera-
tion in logistics, two terms “centralized 
problem” and “decentralized problem” 
are frequently seen. The former means 
a problem for a grand coalition, where 
“coalition” means a subset of players 
and “grand coalition” refers to the com-
plete set of players. Cooperative game 
theory is usually used for centralized 
problems to investigate how to build 
an alliance, find winning coalition and 
determine benefit allocation. The centra-
lized system can achieve optimal overall 
benefit in theory. However, only a few 

Figure 2: A product tanker.
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real-life applications can realize a cen-
tralized system because it requires com-
plete trust and sharing of information 
among players. A more common form of 
cooperation is decentralized. The solu-
tion to decentralized cooperation pro-
blems can adopt both cooperative game 
and non-cooperative game theory to 
find proper ways of allocating benefits. 
As individuals try to maximize their own 
benefits, an outstanding issue of decen-
tralized system is how to provide incen-
tives to the players so that they behave 
as if they were in a centralized system 
in order to approximate optimal overall 
benefit. The design of such methods 
is called “mechanism design”, which is 
a sub-field of game theory and micro-
economics. Mechanism design aims to 
study how privately known preferences 
of many players in a game can be aggre-
gated towards a collective choice (Agar-
wal et al. (2009)).

Status of horizontal 
cooperation in logistics

One of the early examples of horizon-
tal cooperation in logistics is the Dutch 
Sweets Distribution (ZDN) started from 
1993, in which eight medium-sized 
Dutch producers of sweets and candy 
formed an intensive cooperation of deli-
very. Since then horizontal cooperation 
has attracted attention. Geographically, 

except for a small number of succes-
sful cases in North America, horizontal 
cooperation is gaining its momentum 
primarily in Europe. Schmoltzi and 
Wallenburg (2011) find that almost 60 
percent of German logistic service pro-
viders (LSPs) engage in at least one 
partnership. In terms of logistic applicati-
ons, horizontal cooperation has succes-
sfully spread into a wide range of logistic 
industries, e.g. airline, sea shipping and 
trucking industries.

In trucking industry, horizontal coop-
eration has been applied in both Full-
Truckload (FTL) transportation and Less-
than-Truckload (LTL) transportation. In 
the FTL segment, the razor-thin profit 
margins have forced the carriers to cut 
cost. A key aspect of the carriers' ope-
rational cost is asset repositioning (also 
called backhauling), which refers to an 
empty movement from destination back 
to origin. Most studies on FTL adopt a 
centralized planning approach in which 
profit/cost allocation among collabora-
tive partners becomes a key issue. In 
the LTL segment, carriers/shippers form 
similar collaboration to share resources 
and reduce costs. In the European LTL 
market, six of the top ten carrier organi-
zations are actually networks of collabo-
rating small- and medium-sized compa-
nies (Klaus (2003)). The potential cost 
savings from collaboration often range 
from 5% to 15%. For LTL transportation, 

both centralized and decentralized col-
laboration can be adopted.

In sea shipping industry, horizontal 
cooperation among liner shipping has 
begun since 1990 when Sea-Land and 
Maersk shared ships in the Atlantic and 
Pacific oceans. The first strategic alli-
ance was formed in 1994 by four mega-
carriers: APL, OOCL, MOL and Royal 
Nedlloyd Lines (Song and Panayides 
(2002)). Since then, alliances have 
become increasingly common among 
sea cargo carriers. As carriers form alli-
ances by pooling their ships and integra-
ting their networks, a large scale of opti-
mization problem needs to be solved. 
Moreover, the carrier alliances in liner 
shipping adopt a decentralized coopera-
tion and the task is not only to design 
an efficient service network but also to 
provide mechanisms to manage the alli-
ances and share the benefits in a fair 
way. In practice, the game theory cannot 
address all aspects of cooperation insta-
bility related to non-quantified factors. In 
non-liner shipping, e.g. tramp shipping, 
one of the most common forms of coop-
eration is the “shipping pool”, which is 
essentially a centralized cooperation.

The horizon cooperation in airline indu-
stry has been characterized by a large 
number of alliances formed by carriers 
either for passengers or for cargoes. 
The airline passenger alliances began 

Table 1: Major airline alliances and their member carriers (Amankwah-Amoah and Debrah (2011)).
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to form in the mid-1980s and the first 
global airline alliances were formed in 
the 1990s. The major airline alliances 
are shown in Table 1. Strategic passen-
ger alliances range from agreements 
involving relatively little cooperation 
such as frequent flyer programs to 
agreements commonly known as code 
share practices that involve the sharing 
of costly assets such as planes, termi-
nals, counters, crew etc., agreements 
for jointly marketing on network route 
(Bailey (2002)). Although there are 
numerous benefits of airline alliances, 
forming and operating the airline alli-
ances brings about many challenges in 
practice in the same way as other coop-
eration in logistics. Airline alliances typi-
cally behave like decentralized systems 
at the operational level due to significant 
technical and legal barriers in practice. 
Revenue management (also referred to 
as yield management) is a crucial and 
intensively studied issue. The common 
practice of alliance revenue manage-
ment is through a price, also called reve-
nue sharing, transfer price or proration 
agreements, paid by the marketing air-
line to the operating airline for the use of 
a seat. This price can be a fixed proration 
rate or dynamic, e.g., based on bid-price 
scheme or partner scheme. Compared 
with airline passenger industry, alliances 
in air cargo are a recent development. 
The first cargo alliance, SkyTeam Cargo, 
was formed in 2000. Due to the simila-
rity between air cargo and sea ship-
ping industry in terms of valuable asset, 
some of the solution approaches in the 
sea shipping industry can be used for 
problems in air cargo alliances.

Case study of shipping 
pool of product tankers in 
Denmark

The Danish product tanker pool studied 
in this section is formed by a fleet of 

more than 30 product tankers of diffe-
rent ownerships but operated by a cen-
tral pool manager. The pool manager 
will control the fleet of vessels, assign 
orders, determine the movement of each 
vessel during operation, and decide the 
profit allocation among the shipping 
companies. Here we primarily focus on 
the operational challenges, including 1) 
how to maximize the overall profit and 
2) how to fairly allocate the profit to the 
members. We will show the benefit of 
shipping pool using simulations.

A framework was proposed to sup-
port the decision making at operational 
level for the shipping pool. It reacts to 
the dynamic orders revealed over time, 
updates the schedules for the ships 
accordingly during their operation, and 
allocates the gained profit among the 
owners after a certain period of time, i.e., 
every 6 months. The framework consists 
of five modules: a simulator, an order 
generator, a ship planner, a profit sha-

ring module and a visualization module, 
as depicted in Figure 3.

An order in this problem entails a cargo 
of a fixed amount of goods to be loaded 
within a predefined time window from a 
certain load port and to be transported 
directly to discharge port. The order 
generator generates cargoes according 
to the distributions observed in the real-
life data in terms of traveling distance, 
geographical location of the load and 
discharge ports, load and discharge 
times, and time windows.

The planning problem encountered by 
the tanker planner is essentially a full-
shipload routing and speed optimiza-
tion problem. A number of cargoes with 
specified pick-up time windows can be 
transported from load to discharge ports 
using a fleet of heterogeneous ships 
of different speed ranges and fuel con-
sumptions. The ships can sail at cer-
tain discretized speeds. For each ship, 

Figure 3: The framework for operating the shipping pool in a dynamic environment.
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the fuel consumption depends on the 
shipload (ballast or laden) and sailing 
speed, and is obtained from real-life 
data. The objective of the problem is 
to determine the cargoes to be served, 
the optimal route for each ship and the 
optimal sailing speed for each leg on the 
route such that the total profit of the ship-
ping pool is maximized.

The simulator lies in the center of the 
framework and coordinates the other 
modules. It is connected to a “sea net-
work database”, which makes it possible 
to create a matrix of sea distances bet-
ween all harbors in the model. Special 
orders such as passing the Panama 
Canal or The North East Passage are 
also taken into account in the sea net-
work database. It has full information 
about the current location and currently 
assigned schedule of each ship at any 
time during the operation. The simula-
tor receives new orders generated by 
the order generator and sends the new 
orders as well as the ships' informa-
tion to the ship planner for updating the 
schedules for the ships. The ship plan-
ner determines the most profitable sche-

dules for the ships, i.e., whether the new 
orders should be accepted, which ship 
should pickup which cargo at what time, 
and at which speed each ship should 
sail on each leg. These three modules 
(simulator, order generator and ship 
planner) interact during the operation 
and essentially solve a dynamic ship 
planning problem with the objective of 
maximizing the total profit of the ship-
ping pool.

After a certain time period, the simulator 
collects performance information from 
the different vessels in use and sends 
it to the profit sharing module, which 
distributes the total profit of the ship-
ping pool to each participant shipping 
company according to profit allocation 
methods derived from the cooperative 
game theory. Finally, the visualization 
module can present various views of 
the selected orders, ship schedules and 
sharing schemes. 

To show the benefit of ship pooling 
and the effect of the pool size, i.e., the 
number of ships in the pool, the simula-
tion is run with different pool sizes over 

a planning horizon of 6 months. Figure 
4 shows the utilization percentage of 
ships, the proportion of time, of which a 
ship is waiting at the ports, sailing bal-
last, and utilized. As can be seen from 
the figure, when the pool size increases, 
the ships are utilized better and better. 
The average daily profit per ship as a 
function of pool size over five random 
runs is represented by the boxplot in 
Figure 5. The profit increases significan-
tly as the pool size increases, showing 
the huge potential economic benefit of 
shipping pool. The fluctuation of curves 
in Figure 4 and 5 is caused by the limited 
number of random runs in the simulation.

Conclusions

In this article, we present a brief intro-
duction to horizontal cooperation in logi-
stics, more specifically, its form, opera-
tional challenges and development in 
various transportation segments. We 
also provide a case study of a real-life 
shipping pool in Denmark involving more 
than 30 owners and illustrate the finan-
cial benefit of collaboration. 

Figure 5: Average daily profit per ship as a function of pool size.Figure 4: Utilization of ships. 
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Horizontal cooperation in logistics is still 
at its early stage. The major operatio-
nal challenge is profit allocation method 
and large-scale OR problems to solve. 
It should be noted that the development 
of horizontal cooperation in logistics not 
only faces technology and operational 
challenges but also other noneconomic 
factors, e.g., strategic/tactical and legal 
challenges in practice.
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When I got married in 2013 one of the practical problems that 
my wife and me had to solve was creating a seating plan for 
the dinner party. This can be a both time consuming and not 
necessarily very fun activity, and not something we were loo-
king forward to. It however turned out to be a good opportu-
nity for testing OR methods on a very practical problem. This 
article explains how the problem of creating a plan for the sea-
ting arrangement at our wedding was handled. We see both 
how the problem can be formulated as mixed integer linear 
program and what data was used in the model. We also look 
at what corners had to be cut to solve the model, and finally 
we evaluate if the proposed seating plan was actually useful.

What is a good seating plan?

If we want to model the problem as an optimization problem 
the first step is to decide what we believe is a good seating 
plan. Afterwards we can then try to formalize the ideas. The 
following are the characteristics of a good seating plan that my 
wife and I identified, and are of course quite subjective.

Of the more trivial requirements we have that each guest 
should have exactly one seat, and that each table has neither 
too few guests nor too many (at our wedding each table could 
seat up to eight or nine guests). Besides from these trivial 
requirements we want each guest to be seated with people 
they have things in common with, and we also want each 
person know some of other the other guests at the table, but 
not necessarily all of them. Furthermore we want couples to 
be seated together, and as we have a bad habit of trying to 
play the matchmaker between our friends we also include 
what we believe would make great couples. In the same way 
some people do not necessarily enjoy each other’s company, 
so we can consider adding such a rule. Finally we also want 
an approximately even number of men and women at each 
table.

All of these considerations are not very exact, and our goal is 
therefore not to get the best or optimal solution to a formalized 
model, but just some solution that is good enough.

The wedding planner problem

By Niels Kjeldsen
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Modeling the seating plan as an 
optimization problem

To model all of the requirements from above we need some 
information about the guests. We made use of the following 
data:

1. A guest list: Contains information about each guest, such as 
name, gender, age and a list of interests.

2. A list of couples: Contains the names of people who are a 
couple or that we would like to be a couple. More formally the 
tuple (i,j)   P if guest i and guest j are a couple.

3. A list of who knows whom: For each guest we would like to 
know which other guests does that person know. Specifying 
this for each guest is however very cumbersome. Instead we 
specify the relationships in groups of people where everybody 
knows each other. This is a quite efficient way of storing the 
relationships, as they there are very often large cliques of 
people where everybody knows everybody else. We can then 
process the input, and get a matrix of which guests knows 
which other guests. Formally the parameter Rij is 1 if guest i 
and guest j knows each other.

Entering the needed data is a time consuming process, and 
preferably a more advanced version of the software can draw 
the data from social networks.

An overview of the variables we need to model this as a linear 
program can be seen in Figure 1. The variable sit is 1 if guest 
i is seated at table t, and where I is the set of all guests and 
T is the set of all tables. Variables mt and ft models the sur-
plus of men (women resp.) at the table t. We describe how 
we use these two sets of variables in more detail when we 
introduce the constraint in which they appear. Then if the two 
guests i and j are seated at the same table t then the variable 
tijt should be 1 indicating that they are seated together. The 
last variable ki is a slack variable that is positive when guest 
i knows less than three other people at the table he or she is 

seated at. The only variables we have to choose values for 
are the sit variables, as the rest are then dependent on these 
decisions.

Of the requirements mentioned above we model the following 
as hard constraints that must be observed in the seating plan:

•	 There is a capacity limit of nine guests at each table

•	 Each guest has exactly one seat at one table

•	 Couples must sit together

The rest of the requirements are modeled by taking them into 
account in the objective function with different weights.  If we 
have a minimization problem the contributions are:

•	 Age difference between two guests seated at the same 
table, with weight 1/10 per year difference

•	 Gender imbalance at a table, with weight 1

•	 Guests knowing too few people at the table, with weight 
10

•	 Guests with similar interests sits at the same table, with 
weight -1 per shared interest

All the constraints we include can be seen in Figure 2. Con-
straints (1) ensure that each guest has been assigned to 
exactly one table. The constraints (2) model that every table 
can have at maximum nine guests. Constraints (3) ensure that 
every couple is seated together. We use constraints (4) and 

Figure 1: Variables used in the model. Figure 2: Constraints include in the model.
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(5) to model that we would like almost the same number of 
men and women at every table. The idea in the constraint (4) 
is that if there are two men more than women the variable 
mt has to be positive which incurs a penalty in the objective 
function. The constraints (5) model the same just for more 
women than men at the table. The constraints (6)-(8) force the 
variables tijt to be 1 if the two guests i and j both are seated 
at table t and 0 otherwise. The variable is used in the objec-
tive function to penalize any age difference between the two 
guests and reward any shared interests between them. The 
variables are also used in constraints (9) that forces ki to be 
positive if a guest does not know at least 3 other guests at the 
table they are seated.

The objective function that we want to minimize is:

The coefficient Cij is an aggregate value that takes into 
account both the age difference and shared interests between 
the two guests i and j.

Solving the optimization problem

To solve the model we use the SCIP Optimization Suite. It can 
however not solve the full model with 82 guests immediately, 
so we have to make a couple of adjustments. First, it is quite 
natural that our parents and our two remaining grandparents 
have to be seated with us. This match with the approximately 
eight people that can sit at a table, and means that one table 
can be removed from the optimization problem.

When solving smaller instances it can be seen that the model 
allows a lot of symmetric solutions. The symmetry comes from 
swapping all the guests sitting at one table with all the guests 
sitting at another table. This gives a symmetric solution with 
exactly the same cost; the only difference is the labeling of 
the tables. To remove this symmetry we choose a number of 
guests, whom we do not think, should be seated together and 
assign them to different tables. This limits the solution space 
and will remove the optimal solution if we made a mistake in 
choosing the fixed guests. But as mentioned above we are 
looking for a good solution, not necessarily the optimal one. 
The modification breaks the symmetry since now the fixed 
guests cannot be swapped between tables. There are more 
elegant ways to handle this, but the shortcut of assigning one 

guest to each of the tables was chosen for ease of imple-
mentation. With these two adjustments we can solve the full 
problem with SCIP in around 10 hours.

Could the solution be used?

After letting the SCIP Optimization Suite run overnight we 
looked at the first automatically generated seating plan, and 
were a little disappointed. The proposed plan was not very 
good, but after a little inspection it was clear that we had not 
entered enough data about the guests. So we did a couple 
of iterations of inspecting the solution, entered more data 
on the guests and re-solved the model – especially the list 
of interests for each guest had to be update quite a bit. This 
improved the quality of the seating plan significantly and the 
final plan was used directly, with the small modification that we 
swapped two guests and moved one.

It is difficult to objectively evaluate the quality of a seating 
plan, but our guess is that it would have been a non-trivial 
task to create a plan of similar quality by hand. So while we 
did not save any time by doing this it was feasible and a lot 
more fun. The resulting software is also reusable, and two of 
our friends, who are getting married soon, are trying to use 
the same model for planning the seating arrangements at their 
wedding. On a final note, our efforts to match make our friends 
were in vain, as we did not manage to setup any new couples.
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In this article I will explain a method for 
finding all rational compromises bet-
ween efficiency and equity in a simple 
facility location model. The model we will 
investigate can be described as follows:

Given is a directed (or undirected) graph 
G=(V,A) (where V is the set of nodes and 
A is the set of arcs of G), a number p and 
a “distance vector” (Ca), pick a subset S 
of nodes from V such that |S|=p and a 
given objective function is minimized. 

The two objective functions which will be 
considered here is the so-called median 
or mini-sum objective and the center or 
minimax objective. The median objec-
tive minimizes the total travel distance 
from nodes in V to a nearest node in S 
and thus, it focuses on efficiency. On the 
other hand, the center objective mini-
mizes the maximum distance from all 
nodes in V to a nearest node in S, thus 
focusing on equity. With the size of the 
set of nodes restricted to p these two 
problems are known in the literature as 
the p-median and the p-center problem, 
respectively. With binary variables xi = 1 
iff node i    V is chosen as a node in S 
and a binary variable ξij iff node i is the 
node in S closest to node j   V we can 
formulate the p-median problem as fol-
lows

where an arc a   A is represented by its 
origin node i and its end node j, that is 
a=(i,j). The p-center problem can be for-
mulated in a similar way by replacing the 
objective function with a new variable ρ 
which will represent the largest distan-
ces from all nodes j   V to a node i   S and 
then introduce the constraints:

 

The bi-objective model

Rather creatively, we denote the pro-
blem of optimizing both objectives at the 
same time: the bi-objective p-centdian 
(BOpCD) problem. It is generally consi-
dered much easier to solve the p-median 
problem than the p-center problem, and 
we will therefore develop a method to 
find the aforementioned rational com-
promises based on the p-median pro-
blem. First of all, we need to know what 
is meant by a rational compromise. To 
define this properly, we introduce the 
concept of Pareto optimality: a solution 
to the BOpCD problem is Pareto optimal 
or efficient if we cannot improve one of 
the objectives without deteriorating the 
other. So, for this problem we want to 
find all those facility constellations where 
we cannot improve efficiency without 
worsening equity or vice versa.  

The algorithmic approach

To generate all these facility constel-
lations, we use what is normally called 
an ε-constraint method or aspiration 

level method. The idea is to minimize 
one of the objectives in a single crite-
rion way and then iteratively require the 
other objective to improve. In our case, 
we chose the mini-sum objective of the 
p-median problem as the objective func-
tion, and then we iteratively improve 
the center objective. Usually, one of the 
drawbacks of the ε-constrained method 
is, that we include a (number of) extra 
constraint(s) to a problem, which often 
ruins the problems structure. 

In the case of the BOpCD, however, we 
can impose a constraint stating that the 
center objective should strictly improve 
by changing the cost matrix, only. To 
that end, let (Zm,Zc) (m for median and 
c for center) be the outcome vector of 
a solution (x, ξ). We want to impose the 
constraint 

which is de factum |V| constraints. 
Remembering that the variable ρ is pla-
ceholder for the minimax objective we 
can note that for the center objective to 
improve, we need a solution where no 
node is assigned to an open node at 
a distance further away than Zc. Given 
our variables, ξij, indicating that a node 
j is assigned to an open node i   S, we 
can simply go through all the arcs in our 
graph and do the following change of the 
cost matrix

 

where M is a suitably large number. In 
this way, we force the p-median pro-

Balancing efficiency and equity

By Sune Lauth Gadegaard
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blem to use assignments that lead to 
an improvement in the center objective. 
This way, a specialized p-median solver 
can be used to solve the ε-constrained 
problem, and we know that the center 
objective has reached its minimal value 
when we solve a p-median problem lea-
ding to a center objective where Zc=M. 
Algorithmically the procedure becomes 
as in Algorithm 1.

Technically, on termination of Algorithm 
1 not all the solutions in Y are non-domi-
nated. It is not the scope of this article 
to discuss this problem, however intere-
sting it is.

An example

Now, the big question is: how and for 
what can we use this? I will in the fol-
lowing try to investigate the location of 
the so-called »Super sygehuse« to see if 
they are placed in an (near) efficient way 
(according to the very simple model dis-
played here). It was decided that Den-
mark should have 18 »supersygehuse« 
of which six should be new hospitals. 
Therefore, we fix the location of the 12 

existing hospitals, and solve the BOpCD 
with p=6. 

To do so, my colleague Marcel Turkens-
teen has provided me with a travel time 
matrix for the 100-and-something lar-
gest cities and towns in Denmark. Using 
the number of inhabitants of each city as 
weights the cost matrix is generated as 

 

where wj is the number of inhabitants in 

city j and tji is the travel time from node j 
to node i. The results obtained with this 
data is illustrated in the scatter plot in 
Figure 1.

First of all, it is quite remarkable that 
there is only three points on the Pareto 
frontier. Furthermore, the actual location 
of the 6 supersygehuse yeilds an out-
come vector quite far from the Pareto 
frontier. If we instead consider the 
unweighted case, where cij=tji, we get 
the plot shown in Figure 2.

Algorithm 1

1.	 Let Y=Ø be the set of efficient solutions. 

2.	 Solve the p-median problem with cost matrix (cij).

3.	 Let (x,ξ) be an optimal solution and let (Zm,Zc)  be the corresponding out-
come vector. If Zc=M, stop. Otherwise, set Y=Yᴜ(Zm,Zc) and go to 4.

4.	 For all i,j   V update the cost matrix 

Go to 2.

Figure 1.
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Once again the actual location maps into a point far away 
from the Pareto frontier. This suggests that total travel time 
and maximal travel time has (surprisingly) not been the only 
objectives and also that many more restrictions has been 
taken into account when the locations were chosen. However, 
as the main idea behind the methodology just requires the 
ξij-variables in order to work, many features like capacity con-
straints, lot and building costs, budget constraints and so on 
can be included as well yielding a much more realistic model. 
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Introduction

Ships travel slower than the other transportation modes, but 
a basic premise has always been that there is value in ship 
speed.  As long-distance trips may typically last one to two 
months, the benefits of a higher speed may be significant: 
they mainly entail the economic added value of faster delivery 
of goods, lower inventory costs and increased trade through-
put per unit time. The need for higher speeds in shipping was 
mainly spurred by strong growth in world trade and develop-
ment, and in turn was made possible by significant technolo-
gical advances in maritime transportation in a broad spectrum 
of areas, including hull design, hydrodynamic performance of 
vessels, engine and propulsion efficiency, to name just a few. 
By extension, developments in cargo handling systems and 
supply chain management and operation have also contri-
buted significantly to fast door-to-door transportation. Howe-
ver, this basic premise is being challenged whenever ship-
ping markets are not very high and whenever fuel prices are 
not low. In addition, perhaps the most significant factor that 
is making a difference in recent years is the environmental 
one: a ship has to be environmentally friendly as regards air 
emissions. Because of the non-linear relationship between 
speed and fuel consumption, it is obvious that a ship that goes 
slower will emit much less than the same ship going faster. 

Ship speed at two levels

If one wants to reduce fuel costs (and by extension emissions) 
by reducing speed, this can be done at two levels. The first 
level is technological (strategic), that is, build future ships with 
reduced installed horsepower so that they cannot sail faster 
than a prescribed speed. The first cellular containerships that 
went up to 33 knots in the late 1960s when fuel was cheap 
are gone forever.  Maersk’s new 18,000 TEU ‘Triple-E’ contai-
nerships have a design speed of 17.8 knots, down from the 
22 - 25 knots range that has been the industry’s norm, and 

will emit 20% less CO2 per container moved as compared 
to the Emma Maersk, previously the world’s largest container 
vessel, and 50% less than the industry average on the Asia-
Europe trade lane (Maersk, 2013).  

The second level is logistics-based (tactical/operational), that 
is, have an existing ship go slower than its design speed. In 
shipping parlance this is known as “slow steaming” and may 
involve just slowing down or even ‘derating’ a ship’s engine, 
that is, reconfiguring the engine so that a lower power output is 
achieved, so that even slower speeds can be attained. Such a 
reconfiguration may involve dropping a cylinder from the main 
engine or other measures. Depending on engine technology, 
‘slow steaming kits’ are provided by engine manufacturers so 
that ships can smoothly reduce speed at any desired level. In 
case speed is drastically reduced, the practice is known as 
“super slow steaming”.

Slow steaming is not only practiced in the container market, 
although it may seem to make more sense there due to the 
higher speeds of containerships. Slow steaming is reported 
in every market. In December 2010, Maersk Tankers was 
reported to have their Very Large Crude Carriers (VLCCs) 
sailing at half their speed. The design speed of 16 knots was 
reduced to speeds less than 10 knots on almost one third of 
its ballast legs and between 11 and 13 knots on over one third 
of its operating days. For example, a typical  voyage from the 
Persian Gulf to Asia normally takes 42 days (at 15 knots laden 
and 16 knots in ballast). Maersk Tankers decreased speed to 
8.5 knots on the ballast leg, thus increasing roundtrip time to 
55 days and saving nearly $400,000 off the voyage’s bunker 
bill (TradeWinds, 2010).  

Slow steaming has also an important role on absorbing fleet 
overcapacity. Since early 2009, the total containership capa-
city absorbed due to the longer duration of total roundtrip time 
for long haul services has reached 1.27 MTEU in October 2013 
(taking early 2009 as a starting point), based on Alphaliner’s 
latest estimates (Alphaliner, 2013). The average duration of 
Far East-North  Europe strings had increased from 8 weeks 

Ship speed optimization: 
In search for win-win solutions

By Harilaos N. Psaraftis
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in 2006 to 9 weeks in 2009 when  slow steaming was first 
adopted. The application of even lower speeds has pushed 
the figure to 11 weeks currently as carriers continue to seek 
further cost reductions by adopting slower sailing speeds. 
The same phenomenon has been observed on Far East-Med 
strings, where the average duration has risen to 10 weeks, 
compared to only 7 weeks in 2006. As a record number of 
deliveries of new vessels is continuing to hamper the supply 
and demand momentum, analysts expect that slow steaming 
is here to stay. As a record number of vessels were scrapped 
in 2013; the idle fleet averaged 595,000 TEUs in 2013 compa-
red to 651,000 TEUs in 2012. The lay-up of surplus box ships 
has been the worst and has lasted for the longest period since 

early 2009. The twin impact of extra slow steaming and longer 
port stays has helped to absorb much of capacity but it seems 
that sailing at even slower speeds is not an option. A similar 
situation pertains to bulk carriers and tankers. 

In more recent developments, and as this paper is being com-
pleted, an unprecedented decrease in oil prices has taking 
place since mid-2014. One may expect that this would have a 
positive impact on average sailing speeds, and in fact some 
sporadic signs of speeding up were seen on some trades, 
mainly in the container sector. However, as charter rates in 
most maritime markets remain depressed and in some mar-
kets fell even lower, a definitive statement on the effect of fuel 
price drop on average ship or fleet speeds was not possible.

Factors affecting optimal speed

Dealing with ship speed is not new in the maritime transporta-
tion literature and this body of knowledge is rapidly growing. 
In Psaraftis and Kontovas (2013) some 42 relevant papers 
were reviewed and a  taxonomy of these papers according to 
various criteria was developed. 

Figure 1 is from Gkonis and Psaraftis (2012) and shows how 
optimal speeds in the laden and ballast leg conditions may 
vary as a function of fuel price and market rate for a modern 
VLCC operating from the Persian Gulf to Japan. Spot rates 
are expressed in terms of World Scale (WS) equivalents . 
Optimal is defined in terms of maximizing average per day 
profits for the ship owner.

Fig. 1: Optimal VLCC laden and ballast speeds as functions of fuel 
price and spot rate. Spot rates are in WS. Source: Gkonis and Psaraf-
tis (2012).
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Figure 2 shows that optimal VLCC speeds vary, depending 
on whether or not in-transit inventory costs are taken into 
account. Including that cost component would generally incre-
ase the optimal speed. The example assumes that the market 
spot rate is WS 100. One can see that if no inventory costs are 
factored in, ballast speeds are uniformly above laden speeds, 
by 1.0 to 1.5 knots. But in case inventory costs are factored 
in, this is not necessarily the case. In the example, one can 
observe that if fuel (HFO) prices are higher than about $ 600/
tonne (a break even price), optimal laden speeds are higher 
than the equivalent ballast speeds. 

Combined speed and routing scenarios

Speed optimization can also be extended into combined ship 
speed and routing scenarios. A number of papers in the lite-
rature have looked at such combined scenarios. In Psaraftis 
and Kontovas (2014) combined single-ship scenarios were 
examined in which the fuel consumption function depends on 
both ship speed and payload and in which fuel price, charter 
rate and inventory costs are also taken onboard. One of the 
results of this analysis was that inputs such as fuel price and 
charter rate can affect not only the speed, but also the routing 

decision.

In the quest for environmentally optimal solutions, one might 
assume that if the minimum distance route is sailed at the 
minimum possible speed in all legs, this would also minimize 
emissions. After all, daily emissions are an increasing function 
of ship speed, and more days at sea would seem to imply 
more emissions. However, as Psaraftis and Kontovas (2014) 
showed, this is not necessarily the case, as shown in the rudi-
mentary example below, involving a pickup and delivery sce-
nario. 

Assume a 4-port problem (the home port 0 plus 3 other ports) 
with the distance matrix and cargoes to be moved among 
ports 1, 2 and 3 given by Table 1 as follows:

i\j 0 1 2 3
0 - 255 175 10
1 255 - 200 (5) 250 (3)
2 175 200 (2) - 170 (4)
3 10 250 (11) 170 (1) -

Table 1: Inter-port distances (in nautical miles). In parentheses are 
also shown cargo quantities to be moved among ports 1, 2 and 3 (in 
thousands of tonnes).

Fig. 2: Optimal VLCC speeds with and without in-transit inventory costs. Source: Gkonis and Psaraftis (2012).
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A cargo ship of weight when empty equal to A=5 and of capa-
city equal to Q=11 (in thousands of tonnes) starts and ends 
at port 0, and has to visit the three ports as many times as 
necessary in order to carry all cargoes as shown in the table. 
Assume that daily fuel consumption (in tonnes) is equal to  , 
where v is the ship speed, w is the payload and k is a constant 
such that at full capacity and at a speed of 14 knots fuel con-
sumption is 30 tonnes/day.   Also assume that the ship’s maxi-
mum and minimum speeds are 14 and 8 knots respectively, 
and are independent of payload. Assume finally that port 
times can be ignored (the main conclusions do not change if 
the opposite is the case). 

If the objective is minimum trip time, all legs are sailed (as 
expected) at the maximum speed of 14 knots, and the ship 
makes a total of 6 port calls (once at port 2, twice at port 1 and 
three times at port 3) as follows (Table 2):

In Tables 2 and 3,  by “Pxy” we mean “at port x pick up cargo 
destined to port y,” and by “Dxy” we mean “at port y deliver 
cargo originating from port x.” 

In this case total distance traveled is also minimized and equal 
to 1,140 nautical miles, and total CO2 emitted is 260 tonnes. 
Total trip time is equal to 3.39 days. 

At the other extreme is if we examine the minimum emissions 
(or minimum fuel consumption) solution.  If this is the case, the 
ship will make 7 port calls instead of 6 (twice at ports 1 and 2 
and three times at port 3), and will sail all legs at the minimum 
speed of 8 knots. The solution will be as follows (Table 3):

Total distance traveled in this case will be 1,260 nautical miles 
and total trip time will be 6.56 days, both higher than before. 
But total CO2 emitted will only be 80 tonnes, much lower. 
Obviously the lower emissions are mainly due to the lower 
speed. However, it is interesting to note that the amount of 
CO2 emitted in this case is lower than the 84.90 tonnes of 
CO2 that would be emitted if the ship had sailed the minimum 
distance route of Table 2 at the minimum speed of 8 knots. 
This is so because for a cubic fuel consumption function, total 
fuel consumed, and hence CO2 produced, are proportional to 
the square of the speed, everything else, including payloads 
at each leg, being equal. Then 260(8/14)2 = 84.90. 

The reason that sailing the minimum distance route at mini-
mum speed is suboptimal with respect to emissions is that it 
involves more legs in which the ship is more laden as compa-
red to the case it sails the alternate, longer route. A heavier 
load profile results in higher fuel consumption (and emissions) 
overall, even though the route is shorter. So in this case what 
would intuitively seem like an optimal policy is actually sub-
optimal.

Conclusions

To conclude, solutions for optimal environmental performance 
are not necessarily the same as those for optimal economic 
performance, therefore a win-win outcome is not always the 
case. As a private operator would most certainly choose opti-
mal economic performance as a criterion, if policy-makers 
want to influence the operator in his decision so as to achieve 

Table 2: Minimum trip time solution. Source: Psaraftis and Kontovas (2014). 

Port stop Pickup and  delivery 
operations

Next Leg Payload at 
b e g i n n i n g 
of leg (000 
tonnes)

Speed (knots) Distance (nm) Trip time 
(days)

0 - 0-3 0 14.00 10 0.03

3 P31 3-1 11 14.00 250 0.74

1 D31,P12, P13 1-3 8 14.00 250 0.74

3 D13, P32 3-2 6 14.00 170 0.51

2 D12,D32, P21, P23 2-1 6 14.00 200 0.60

1 D21 1-3 4 14.00 250 0.74

3 D23 3-0 0 14.00 10 0.03

0 - - - - -

TOTAL 1,140 3.39
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results that are good from a societal point of view, they could 
try to influence parameters that would internalize the exter-
nal costs of CO2 produced and move the solution closer to 
what is deemed more appropriate for the environment and 
for the benefit of society. An appropriate Market Based Mea-
sure (MBM) such as a tax on bunker fuel could conceivably 
achieve that goal. 

In a new book (Psaraftis, 2015), the state of the art in green 
transportation logistics from the perspective of balancing env-
ironmental performance in the transportation supply chain 
while also satisfying traditional economic performance criteria 
is examined.  All transport modes are covered. Part of the 
book is drawn from the recently completed EU project Super-
Green, a three-year project intended to promote the develop-
ment of European freight corridors in an environmentally fri-
endly manner.  Additional chapters cover both the methodolo-
gical base and the application context of green transportation 
logistics.
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Table 3: Minimum emissions solution. Source: Psaraftis and Kontovas (2014).

Port stop Pickup / deli-
very operations

Next Leg Payload at 
beginning of leg 
(000 tonnes)

Speed (knots) Distance (nm) Trip time (days)

0 - 0-3 0 8.00 10 0.05
3 P31 3-1 11 8.00 250 1.30
1 D31, P12 1-2 5 8.00 200 1.04
2 D12, P21 2-1 2 8.00 200 1.04
1 D21, P13 1-3 3 8.00 250 1.30
3 D13, P32 3-2 1 8.00 170 0.89
2 D32, P23 2-3 4 8.00 170 0.89
3 D23 3-0 0 8.00 10 0.05
0 - - - - -

TOTAL 1,260 6.56
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Svenska operationsanalysföreningen höll årsmöte den 4 
mars på Chalmers i Göteborg. Årsmötet samlade ett femton-
tal deltagare och inleddes med ett antal spännande föredrag. 
Zuzana Šabartová som är doktorand i matematik vid Chal-
mers tekniska högskola berättade om en optimeringsmodell 
för val av däck till Volvos lastbilar. Markus Bohlin från SICS 
Swedish ICT berättade om produktionsplanering i fjärrvär-
menätverk. Från Jeppesen Systems berättade Mattias Grön-
kvist om Jeppesens OR-arbete. 

Därefter fick deltagarna lyssna på Junchen Jin, numer dok-
torand vid KTH. Junchens examensarbete “Optimization of 
An Advanced Track Signal System Using Archived Genetic 
Algorithm” tilldelades SOAFs pris för bästa examensarbete 
inom operationsanalys 2014 med motiveringen: "Vinnare av 
SOAFs exjobbspris 2014 är Junchen Jin för ett examensar-
bete, utfört vid avdelningen för Trafik och Logistik vid KTH, 
och som behandlar problemet att optimera signalreglering av 

kopplade korsningar. Jin har tillämpat genetisk programme-
ring, i form av s.k. “archived genetic algorithms”, på avancerad 
signalreglering  i form av s.k. grupp-baserad signalstyrning.  
Optimeringen har skett på bas av simulerad trafik. Metoderna 
har implementerats i det dominerande signalstyrningssyste-
met LHOVRA. I en tillämpningsstudie av bl.a. två kopplade 
korsningar i Stockholm visar på lovande resultat."

Vid de efterföljande årsmötesförhandlingarna togs två nya 
medlemmar upp i styrelsen. Mattias Grönkvist är optimerings-
expert vid Jeppesen Systems och Efraim Laksman är post-
doktor i matematik och tillhör optimeringsgruppen på Chal-
mers. Tomas Gustafsson och Michael Patriksson lämnade 
styrelsen.

Vi tackar Chalmers för ett trevligt arrangemang!

Anders Peterson och Sara Gestrelius

Junchen Jin mottar SOAF’s Exjobbspris for 2014 från PO Lindberg

SOAFs årsmöte och Exjobbspris 
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In commercial aviation, crew schedules are regulated by 
laws that define maximum duty time limits, flight time limits 
or minimum rest periods and other constraints. These rules 
and limits, collectively referred to as Flight Time Limitations 
or FTLs, were intended as a simple method of limiting and 
accounting for fatigue. The differences between FTL regulati-
ons around the world are significant and can affect, to varying 
extent, crew productivity as well as the levels of crew alert-
ness.

This article presents the most comprehensive quantitative 
analysis on FTLs performed to-date, measuring seven dif-
ferent FTL regulations and the effects they have on crew 
alertness and crew scheduling efficiency. Each FTL has been 
applied to more than 300 large airline fleets world-wide, using 
a crew schedule optimization system also used by many air-
lines globally. 

The results of this study show that FTLs have limited effec-
tiveness in reducing crew fatigue. Even the latest proposed 
changes to the FTLs provide only marginal improvement. This 
article proposes a shift in focus for the aviation industry to 
place a greater emphasis on fatigue models as part of crew 
scheduling to further reduce crew fatigue risk. 

Introduction

Fatigue in crew schedules is difficult to adequately measure 
and capture using rules that only limit working hours and 
safe¬guard rest. In June 2010 Jeppesen published an article 
called "The Best Rest" [1] in Aerosafety World. The article 
presented a large-scale comparison of the ability of different 

regulatory approaches in enabling efficiency and capturing 
crew fatigue. The comparison was based on three large air-
line networks. 

The results pointed to a rather large variation in fatigue that 
originated with the flight schedule itself - i.e., the actual fati-
gue levels came out quite differently for different net¬works 
using the exact same rules. The ques¬tions that followed thus 
became:

a) How large is this variance? 

b) Can one set of regulatory rules, in their current form and 
applied by all operators, contribute to a reduction in crew fati-
gue in any major way?

Could it be that crew fatigue is largely pre-determined by 
the flight schedules, and that regulatory rules principally limit 
effi¬ciency? This question is also motivated from a scientific 
point of view. Time of day, a major contributor to crew fatigue, 
is primarily set when designing the flight schedule itself.

The study this article presents involves using actual produc-
tion systems to construct crew pairings (efficient sequences of 
flights) for over 300 different two-pilot operation fleets world-
wide. The vast amount of data generated makes it possible 
to look at the average differ¬ence between any two or more 
FTLs across all 300 fleets. This delivers a comprehensive pic-
ture of the effectiveness of these regu¬lations.

Flight Time Limitations Studied

The study was carried out using seven regulatory FTLs for 
each airline fleet; 

By Olbert, Hellerstrom, and Klemets

A Comprehensive Investigation of 

Flight and Duty Time Limitations 

and their Ability to Control Crew Fatigue
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• FAR (USA) 
• “NPRM” The proposed updates to FAR 
• EU-Ops 
• “NPA” The proposed updates to EU-Ops 
• CAP 371 (UK/Commonwealth)
• CCAR (China) 
• DGCA (India)

Preconditions and Constraints

The flight schedule data used was taken from the public OAG 
file for the period 02-08 MAY 2011. The OAG (Official Air-
line Guide) database contains schedules for over 1,000 air-
lines and over 4,000 airports. The database is continuously 
updated and tracks over 28,000,000 departures for the year 
ahead. All airline fleets with more than 200 weekly flights were 
included in the analysis with only a few exceptions (To save 
computer time the large 737 fleets of Ryanair and Southwest 
Airlines were excluded).

Pairing construction is the defining step for crew efficiency as 
well as fatigue. The resul¬ting product of this step of the crew 
manag¬e¬ment process can only deteriorate further in the fol-
lowing rostering step and the later (often manual) roster main-
tenance step. Therefore, the actual efficiency (if using only 
FTLs) will be worse than reported upon here. 

Most operators are bound by labor agree¬¬ments in addition 
to FTLs, which reduce efficiency further but often increase 
alert¬ness levels. The results should therefore be read as a 
pure comparison of the effective¬ness of different regu¬latory 
approaches in limiting crew fatigue and allowing for eff¬iciency 
and operational flexi¬bility. 

For the pairing construction step, the follow¬ing was applied:

• Crew bases were selected auto-mati¬cally by investigating 
the net-work and selecting the "natural hubs" for crew

• The planning was not bound by any base constraints on 
crew but instead assumed an optimal distribution of crew over 
the bases

• Positioning of crew (so-called dead¬heading) was allowed 
only on the same carrier

• Aircraft rotations were created using an algorithm based on 
the First-In- First-Out principle

In addition to the regulatory rules, a num¬ber of typical sche-
duling rules were used to ensure a degree of operational 
feasibility and robustness of the solu-tions. 

The objective function for the planning was configured for a 
typical operator striving for efficiency and robust solutions that 
also mini¬¬¬miz¬e costs for layovers, per diem allow¬ances 
and deadheading. Due to the different payment structures for 
the major¬ity of US and Canadian carriers, compared to the 
rest of the world, runs for those fleets were configured to mini-
mize addi-tional credit time, i.e., pay time that is higher than 
flight time. The amount of credit time reflects the efficiency for 
a North American carrier, while for operators in other regions, 
active block hours per calen¬dar day were maximized.

All plans were produced using the Jeppesen Crew Pairing 
optimizer [11], a tool used by many of the largest operators for 
their actual pro¬duc¬tion planning.

Sleep opportunities for the crew commen¬ced 2h after arri-
val and lasted until 2h before the next-coming departure. At 
out¬¬sta¬tions, this was reduced to 1h 45m in both cases. 
(Within these sleep opportunities, the fatigue model will pre-
dict sleep/wake, other¬wise wake¬fulness is assumed.) No 
in-flight sleep was used as only two-pilot ope¬rations were 
investi¬gated.

Comparison metrics 

Several different metrics were used for comparison of the 
solutions.

Efficiency. For representing efficiency the choice was made to 
divide the airline fleets in two groups for simplicity; 

a) Operations based in the US or Canada For this group the 
difference between credit and flight time was measured as 
percentage of flight time – here referred to as synthetic. Most 
fleets in this region have between 2-8% synthetic in their ope-
ration.

b) Non US/Canada operations



24   ORbit 19

artikel

For this 
group, which 
often operates on 
monthly salary with overtime pay, 
measurement of product¬ivity was expressed in active block 
hours (flying hours) per calendar day.

The efficiency of a fleet is restricted not only by FTLs, but 
also by the flight schedule not providing enough efficient con-
nections between flights. There are also imbalances of crew 
across bases compared to opti¬mality, leading to excessive 
positioning of crew (dead-heading).

Safety. A low level of alertness on a flight is associ¬ated with 
higher risk. Although there are many different factors affecting 
human per¬formance and also on the more complex interac-
tion with mission difficulty, in this study, we used a simplified 
view of equating safety with the predicted level of alertness. 
The alertness properties of a solution are hard to map to a 
single desc¬ript¬¬ive value or statistical measure, but it is 
clearly the so-called tail of the alertness distri¬bution of all of 
the flights (see Figure 1) where the risk is the greatest. The 
risk will grow exponent¬ially as the alertness approaches zero 
– corre¬spon¬ding to a state where an average individual is 
“fighting sleep”.

We have chosen to re-use metrics from “The Best Rest” [1] 
focusing on the KPI called PA5 (see Figure 1). PA5 is the 
average predicted level of alertness of the worst 5% flights 
in the overall solution for a fleet measured in CAS points 

(the Common Alertness Scale) 
ranging from 0 to 10,000. 

 The prediction of alertness was 
made using the Boeing Alertness Model (BAM) 
in version 1.1.6. BAM is based on validated, openly published 
science, and is used by many airlines and crew world-wide for 
eval¬uating crew schedules. 

In total, 385,000 flights (766,000 block hours) were evaluated 
in this study. 

Analysis

After conducting more than 2,100 produc¬tion runs with 
the Jeppesen optimizer, there are several possible ways 
of analyz¬ing the results. Here we will focus on two 
per¬spec¬tives:

a) Investigating the average effect on efficiency and safety for 
all fleets when/if they were to change over from one FTL to 
another. For example, what would the switch from EU-Ops to 
NPA result in for a fleet?

b) Looking into the absolute numbers on efficiency and safety 
for each operator using different regulatory rules. A few fleets 
of varying properties are illustrated due to space limitations.

Average effects

Starting with the US and Canada, what would the shift from 
FAR to the proposed NPRM mean to the industry? 

The above scatter plot (Figure 2) illust-rates the effect on 
each fleet when switching from planning purely on FAR rules 
to using NPRM. The vertical axis is the effect on efficiency 
expressed in percentage points on synthetic. The horizontal 
axis is the effect on safety as repre¬sented by points on the 
CAS scale for the 5% worst flights (PA5). The FAR reference 
is thereby placed in origin of the chart (0, 0) for each fleet. 

The average effect for these fleets, weighted for the number 
of flights, increases PA5 with 110 CAS points. On a scale 
going to 10,000, this may sound insignificant, but it should 
be pointed out again that this is the average of the 5% worst 
flights and thus a significant improvement.

However, the weighted average effect on efficiency is less for-
tunate. On average, the industry will pay an additional 0.7% 

Figure 1. An example distribution of the worst predicted alert¬¬ness 
in a crew schedule comprised of 5,518 flights. The Y-axis depicts 
the number of flights in each alertness interval (bins being 200 CAS-
points wide). The X-axis represents the lowest predicted alertness 
experienced on the flight, CAS-scale. Dividers for the 1, 5 and 10% 
lowest alertness flights are marked with vertical lines. PA5 thus con-
stitutes the aver¬age of all flights below (to the left of) the mid divider.
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credit time for the above increase in safety.

What would then be the effect if this region, instead of adop-
ting NPRM, applied the Chinese CCAR rules? 

As seen in Figure 3 above, the CCARs would actually be more 
beneficial for this region than the NPRM, when looking only at 
the application of FTLs. The cost is a mere additional 0.15% 
credit time for achieving an increase of 119 points CAS in 
weighted average over all the networks measured.

Next, let’s look at the European rules. Will the EASA NPA 
improve safety significantly in a cost-efficient way?

In Figure 4, the vertical axis uses the non US/Canada per-
spective on effici-ency, which is productivity measured in 
block hours per calendar day. Note again that the axis illustra-
tes the relative change for a fleet in minutes, not the absolute 
numbers operated on.

The average effect of the change is negligible – both in effi-
ciency and in safety as repre¬sented by PA5. On average, 
these operators will lose half a minute of flying each day for 
virtually no gain in PA5.  

The FTL Misalignment

After reviewing these high-level results for full planning solu-
tions comprising crew pairings (flight sequences) for large 
numbers of crew, it could be of interest to assess the reasons 
behind this mis¬alignment and lack of precision of the FTLs 

as shown by the large variance in the data above. 

If the FTLs are built on scien¬tific findings, why they are so 
misaligned with fatigue models containing the very same 
science? The answer is two-fold: over-sim¬pli¬fication and 
isolation. The FTLs do not contain a consistent representation 
of science, but several simplified rules applied in isolation. 

Fatigue models, however, take into account the complex int-
eraction and cumulative effects of several different causes of 
fatigue. For example, these include time of day, circadian dis-
ruption, time since awake, time on task and prior sleep depri-
vation. A fatigue model provides a continuous metric, which 
is a very important advantage to the binary (good/bad) output 
of FTLs which are applied isolated on portions of the crew 
schedule.

As a demonstration, let’s look at a very simple and real 
example of FTL over-simplification.

A two-pilot operation throughout the night, starting at 20:00 
and lasting for almost 11 hours, will be quite challenging for the 
crew – espec¬ially around 04:00 in the “low” of the circadian 
phase. Since regulators would find it difficult to prohibit this 
type of operation altogether, they have instead implemented 
protect-ion around such flights, such as instituting a preceding 
rest requirement of 12h, for example. What could then happen 
in real operation when this simple rule is applied?

Departure in home-base time for the flight Gothenburg to 
Phuket is 7:40pm with an arrival at 6:30am, after flying for 10h 
50m. The operator, with crew based in Stock¬holm, will need to 

Figure 2. The effect on efficiency (synthetic) and safety (PA5) when/if 
changing over from using FAR to NPRM. Note that the values repre-
sents relative difference between the rule – not the absolute levels 
operated on.

 Figure 3. The effect on efficiency (synthetic) and safety (PA5) when/
if changing over from using FAR to CCAR.
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position (deadhead) the crew into 
Gothenburg for staffing this 
flight since Gothen¬burg 
is not a crew base. Due 
to the regu¬latory 12h rest rule 
applied here, this dead¬head 
flight takes place between 6:10 
and 7:10 on the prece-
ding morning to ensure a 
full 12 hours of “rest” in Gothen¬burg. 
Because of the regulatory rule, this ope-
rator will force the crew to rise at 04:00-04:30 
the morning before a difficult flight through the night, 
which is exactly the opposite of what is wise for safe¬guarding 
alertness on the flight. Dead¬heading a few hours later would 
have been better for safety, for the pilots’ quality of life, and 
for efficiency as well. 

Conclusion

The conclusions based on the results above include:

• First and foremost, fatigue is signi¬ficantly linked to the busi-
ness model of the operator. A large portion of night time ope-
ration directly results in more fatiguing patterns.

• FTLs in their current form do not limit fatigue effectively.

• Current FTLs have a more signi-ficant effect on efficiency 
than on fatigue risk.

Even if the situation is not 
acute (there are not that 
many fatigue-related inci-
dents or accidents occur-
ring each year), crew fati-
gue is still one of the bigger 

risk components remaining in 
a very safe industry. It is predo-

minantly the responsibly acting 
pilots, and the fact that they are 

also at risk, that we have to thank for 
the current safety levels – not the FTLs. 

Note: This article is a shortened version of a longer study, 
available here: www.jeppesen.com/documents/aviation/com-
mercial/GPA_white_paper.pdf.

Figure 4. The effect on efficiency and safety (PA5) when/if changing 
over from using EU-Ops to NPA.

Tomas Klemets, 

Head of Scheduling Safety, 
Jeppesen Gothenburg

David Hellerström, 

Business Consultant, Jeppesen 
Gothenburg

Åke Olbert, 

Business Consultant, Jeppesen 
Denver



Foreløbigt forslag til dagsorden for generalforsamlingen er som følger:
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2.	 Forelæggelse af formandens beretning til godkendelse.  
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4.	 Forslag fra foreningens medlemmer.  
5.	 Fastsættelse af kontingent.  
6.	 Valg af medlemmer til bestyrelsen.
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16:00 - 17:00: Generalforsamling (lokale 2A-20)
Herefter i lokale 2A-14

17.00- 17.30: Uddeling af DORS Prisen 2014 for bedste spe-
ciale i operationsanalyse i 2014. Prisvinderne 
holder et kort oplæg om deres speciale.

17.30 - 17.40: Udnævnelse af Professor Oli B. G.Madsen som 
æresmedlem af DORS

17.40 - 18.15: Oplæg ved Professor Oli B. G. Madsen, DTU 
Transport

18.15 - 19.30: Netværk og social sammenkomst, hvor der 
bliver serveret en let anretning samt drikkeva-
rer.

Det er gratis og vi byder alle DORS-medlemmer velkommen!

Generalforsamling og netværksarrangement
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torsdag den 16. april 2015 fra kl 16:00 

på IT Universitetet, Rued Langgaards Vej 7, 2300 København S
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applications of optimization. 

The workshop will take place on may 5th, 2015, and it tar-
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as well as managers and practitioners 
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